Journal Log for RoboCup Independent Study

Keith Wagner

9/8/2002

9/8
· Researched RoboCup, available books, clients, servers, and misc. downloads

Found:

· Robocup soccer simulation server on sourceforge for unix/linux (http://sserver.sourceforge.net)

· Listing of robocup teams from 97 to 2001 (http://medialab.di.unipi.it/Project/Robocup/pub/)

· note that 00 and 01 are server v6.xx, 99 is server 5.xx, 98 and older are older versions

· “Layered Learning in Multiagent Systems: A winning approach to Robotic Soccer” by MIT Press ($45 on Amazon.com http://www.amazon.com/exec/obidos/tg/detail/-/0262194384/qid=1040252792/sr=8-1/ref=sr_8_1/104-9599573-7437504?v=glance&s=books&n=507846)

· “Multi-Agent Systems: A Modern Approach to Distributed Artificial Intelligence” by Jacques Ferber ($60 http://www.amazon.com/exec/obidos/tg/detail/-/0262731312//104-9599573-7437504?v=glance)

· “Strategic Negotiation in Multiagent Environments” by Sarit Kraus ($45 http://www.amazon.com/exec/obidos/tg/detail/-/0262112647//104-9599573-7437504?v=glance)

· “Multiagent Systems” by Gerhard Weiss ($40 http://www.amazon.com/exec/obidos/tg/detail/-/0201360489//104-9599573-7437504?v=glance)

· “Reasoning about Rational Agents” by Michael Woolridge ($37 http://www.amazon.com/exec/obidos/tg/detail/-/0262232138//104-9599573-7437504?v=glance)

· A university whose TDDA14 AI Programming course’s end project is to create a working robocup team! (http://www.ida.liu.se/~TDDA14)

· A site (http://www.karlsruhe-brainstormers.de/) where you can watch (java applet) the team’s games from 00 and 01!

· After looking at the available clients, I was only able to find two that were windows binaries.  Most source was in C/C++ so they could be compiled, but all other binaries were unix/linux/bsd. So I will need a linux box prepared for use in testing other teams.

· Found the windows server, compatible with version 5.24 (’99)

9/9
· Bought all 5 books on amazon.com, should arrive “4-14 days”

9/11
· Met, assignment: show some sample code and what it does, does it remember history, show randomness, etc?

· What state variables are maintained versus the opponent

· Is the reaction based on history or not? -> look at the big picture, goal oriented

9/18
· Looked at some source code for German team (BS2K)

· Assignment: Find out the rules/regs for playing robocup sim (ie how long to do a move, etc)

· Read books for info on layered learning, etc

· Try changing params, see what happens

· Also try putting the team against each other

· Get a coach program to analyze the moves, play it back for Dr.Chase to see (use java viewer applet?)

9/22
· Tried to find rules/regs for robocup sim, without success. Will try to find some more later.

· Started reading “Multi-Agent Systems” (Ferber)

9/24
· Put soccerserver on BSD machine (success)

· When tried to “make” source of available clients, got fatal errors.

· Found manuals (1998, but can’t find any newer ones) that explained more about robocup. One is 70 pgs, the other is 150+. So I haven’t printed them yet. The 150+ pgs one goes into much more detail.

· Found the only available win2k 2002 code (exe) from the world champions (2001-2002 http://www.lits.tsinghua.edu.cn/RoboCup/). Was able to run their 2002 exe vs their 2001 exe. The problem (I think) was the win2k soccer server is outdated, so things were messed up. No one really went anywhere (ran in random directions).

· Went back to the site above, and found an updated soccer server (windows), monitor (windows) , and manual! The manual is in ps form, so I will need to get a viewer.

· I was able to get the 2001 team vs the 2002 team.

9/25
· Homework: Work on BSD “make” a little more. Bring books next time

9/27
· Got rest of books from amazon

9/29
· Got ideas from reading “Multi-Agent Systems”: throughout the game, each agent goes through 8 stages of conflict (see 2 pages outlined). Each of these stages makes different actions needed (Ferber, 66).

9/30
· Found java library (ATAN, http://vsoc.sourceforge.net/atan/)  that takes care of misc. things in robocup, for the 2002 server.  Things like what side the agents are on, and relating and receiving server commands. It allows the programmer to concentrate on strategy and learning instead of technicalities and special cases. Researched on BSD “make” problems, no solution found yet.

10/1
· Read “Layered Learning in MASs”

10/2
· Tried the website of the win2k 2002 winner, got error 500

· Homework: Get mandrake installed

· Start bibliography (list books, websites), write notes, etc.

· Specialize? Can you specialize?

· David Brandt (soccer coach), interview him, say you’re writing a soccer sim, are there advantages to people seeing the game differently?

· Check site first to see if it is legal

· Kicking, def’s first off’s second

· Statement of intent

10/4
· Found UvA Trilearn’s (http://carol.wins.uva.nl/~jellekok/robocup/) binaries, and the source code of the basic skeleton of their team. Will use this to make base of my own team

10/8
· Read more in CMUnited97 book

10/9
· Found out times for robocup involvement:

· Australia (28-30 January 2003): intent of participation due by 1 Nov 2002

· CMU (Apr 30-May 4 2003): intent of participation due 30 Nov 2002

· Spoke with brother about specializing in soccer.

· He said 3 categories:

· Defense: Gain control and clear upfield

· Midfield: Stamina and running the whole fiels, keeping control

· Upfield: Quick and accurate grab pass and shoot

10/16
· Homework:

· Write down counters to opponents, what you changed to counter other team’s methods

· Get server, clients communicating, working

· Get skeleton client to kick ball if time

10/17 – 10/22
· Worked on client/server communication

10/23
· Homework:

· Look at SWI Prolog (http://www.robolog.org/) code, see what it does, how it interfaces.

· Write pseudocode for important parts of source (for understanding)

· Neural net of Tsinghua team: find number of layers, how learning parameters are updated, etc. – Understand the network, be able to describe it to Dr.C

· Add at least 1 new behavior to the skeleton team!

· Bring laptop to show, or on cs.messiah.edu

10/25
· Read more chapters in book, got some more ideas

10/26
· Read through source code of skeleton team (Player.C, Main.C, BasicPlayer.C were very helpful)

10/27
· Ran skeleton team vs. rolling brains (http://www.rollingbrains.de/) :

· Game tied 4-4, skeleton team won in overtime 5-4.

· Ran skeleton team vs Tsinghua:

· First game skeleton team won 2-0

10/28
· Ran a second game, skeleton team won again 12-1.

· Both games, the ball was on the opponent’s side of the field the majority of the game. Using an almost brute force method, the skeleton team would kick it to the goal, the goalie would catch it, throw it back out, the skeleton team would get it again, it would repeat. Eventually the skeleton team had to score. The Tsinghua’s goalie seemed to be flawed. It would kick the ball out of bounds or to a spot where a skeleton could easily take it back.

· Other times, when the Tsinghua’s did have the ball, I recall one time in particular where a Tsinghua was trying to decide who to pass to, meanwhile a skeleton was running toward them. Before the Tsinghua could pass it, the skeleton stole the ball and shot for the goal.

· All of this information leads to a logical question: Could a brute force technique be applied that could undermine all of the higher-logic agents through set decisions and raw speed of processing?

· At any rate, my first behavior addition to the skeletons will be to enable them to dribble the ball until they are close enough to the goal to shoot effectively, instead of shooting as soon as they get the ball (which they do now)

· I added dribbling behavior to the skeleton team. Since there are 3 enumerated values for dribbling (fast, slow, close), I implemented all 3 based on distance from the goal. If the agent is within 1 goal-width length, the agent would kick it toward the goal. If it was >3 goal-width lengths out, it would kick the ball. Else, it would dribble the ball until it was closer.

· The effect of adding dribbling (with the very limited logic I used) had a negative effect on the team as a whole. The ball was mostly on the skeleton’s side of the field instead of the opposition’s.

· Further tests must be done in order to see how to implement dribbling effectively.

· So far, have tried only dribbling between 2 and 3 lengths away, and 1 and 2 lengths away.

10/29
· After more testing, I found that the determining factor in whether the skeleton team would win or lose seemed to be whether the server and monitor were on the laptop (a win) or the desktop (a lose).

· I then opted to test the skeleton team versus a goalie and two defenders from Tsinghua, so that I could evaluate how dribbling falls into play and how effective it is, instead of the other team taking the ball immediately. I have some ideas on how to change the team’s strategy, but have not implemented it yet.

· Finally decided on a method of evaluation. The defenders (above) work well for training, but evaluations were best done versus the original skeleton team. If the new team can’t beat the old team, then the changes made weren’t beneficial. As more improvements are made, “milestones” will be made, where the newest will have to win against the previous winners.

· What kinds of NN’s are used?

· Fully-connected net with 4 sigmoid hidden units and a learning rate of 10^-6, weights connecting input and hidden layers used linear decreasing weight decay starting at .1%. Linear output unit with no weight decay. Trained for 3000 epochs (MIT, 109).

10/30
· Homework:

· Next step: Intelligence! (
11/5
· For learning, there needs to be a way to determine if an action results in a “reward” or “punishment”. For the first attempt, ‘reward’ for an action should be given if the next person to touch the ball after the action is done is either:

· Myself

· My teammate

· The goal of the enemy (a score).

· If either my goalie, my goal, or an enemy touches the ball next, then the action I did was undesired.

· For the goalie, their actions are determined by: 

· Did I catch the ball? (good)

· Did the enemy score? (bad)

· Pass to teammate (good)

· Is an enemy the next person to touch the ball? (bad)

· Try first an array containing the most important attributes (ie side of field, has ball, how many enemies left/right/in front of me, etc) followed by a number (0-?) which represents an action or set of actions (ie kick, intercept ball)

· The value associated with this index is the weight applied for that action for that situation (as opposed to the other actions).

· When an action is performed, its indexes are added to a queue. When the result (good or bad) for the actions in the queue are known, they are each dequeued and their weights either +1 (good), -1 (bad), or +0 (unknown who got the ball) are added to the existing weight.

· These weights are used to determine which action to perform in a situation, given random chance.

· Min and max limits should be set as well (ie –100, 100)

· Have a few files:

· Master.wt = the master file that each AI reads at startup.

· Agent(x).wt = the file each agent writes given its point of view.

· Cooker.wt = the file assembled using each agent.wt file. After a match, the file is evaluated against the master.wt to see if it is better. If so, it becomes the new master.wt

· When compiling cooker.wt, use the following method:

· If an agent has a value of 0 for a weight (0 means it has not been tried yet, or it is inconclusive), it is ignored. All other values for each index are averaged together, producing a new single value for use by all.

· Parameters to consider:

· Distance to ball (0=has ball, 1=near, 2=far)

· Enemies left (0=none, 1=1, 2=>=2)

· Enemies right (0=none, 1=1, 2=>=2)

· Enemies front (0=none, 1=1, 2=>=2)

· Horizontal field position (0=my side, 1=center, 2=enemy side)

· Stamina (0=low/empty, 1=full/high)

· Friendlies left (0=none, 1=1, 2=>=2)

· Friendlies right (0=none, 1=1, 2=>=2)

· Friendlies front (0=none, 1=1, 2=>=2)

· Closest enemy (0=near, 1=10-20?, 2=>20)

· Closest friendly (0=near, 1=10-20?, 2=>20)

· Command set (0=intercept ball, 1=dribble ball, 2=pass, 3=kick)

11/6
· Ran into a dilemma (while I was sleeping actually, which shows that I’m thinking about this project too much), about the rewards and dribbling.

· I could see a case where an agent continuously dribbles the ball in an area of the field without people close enough to steal the ball, that it would always be the first person to the ball, and thus be rewarded for choosing to dribble. However, at some point, an enemy will take the ball off of the agent while it is dribbling. This would only –1 dribbling for that state, while the reward side of dribbling for that state would already majorly outweigh the –1. So the agent would never learn that the ball would get stolen from them.

· Solution:

· The solution lies in being more specific in the indexes of the decisionArray. All that would need to be changed for this problem are the following:

· From closest enemy (0=near, 1=10-20, 2=20+)

· To closest enemy (0=within ball-stealing range, 1=near ball-stealing range, 2=far away)

· And from closest friendly (0=near, 1=10-20, 2=20+)

· To closest friendly (0=close, 1=within passing range, 2=out of range)

· Also, for the queue of instructions waiting for reinforcement: if the queue gets bigger than x in length, all are assumed to have a neutral effect, so the queue is dumped, and nothing is added/subtracted from their weight values. The queue should be big enough to hold the commands so that the agent sees the result of its actions. If it loses sight of the ball, then it should find the ball and give its queue all 0’s.

· Each loop cycle, it checks to see if its team has the ball. If so, dump queue and add 1 to all of them.

· If enemy has ball, give all in queue –1 and dump it.

· If scored, give all in queue +1 and dump.

· If enemy scored, give all in queue –1 and dump.

· Homework:

· Change array to hash table?

· Have a working demo in 2 weeks

· Bring laptop, etc, show how well it works compared to previous team

· Look for list-servs, etc about robocup

11/7-11/10
· Programmed, almost done!

· Have left:

· Equation for vectors for cones

· Fix that one SET_ENEMIES to the correct value

· Add code for passing the ball to a teammate

· Sign up for American Open?

· Goal: by Wed be testing the client vs the skeleton team

11/12-11/13
· Worked on remaining code, still have to figure out how some structures work (ie coords of the player) before I will be finished

· As for passing, found 3 already made functions, but don’t know how to call them properly yet:

· Direct pass: pass directly to where a player is

· Through pass: pass through the defense to a player behind them

· Point pass: pass to a point where a player will be

11/15
· (1:11 AM) First successful compile of project since I added the new AI methods.

· (1:48 AM) First game played by new team (vs no one): they scored 4 times! Numerous ‘offsides’ calls and such by the ref, and all (but 3 players and the goalie) dropped from the game, causes unknown.

· Next: get the team stable, so none drop.

· Also, have DoCommand() do a check to see if the ball is kickable. If it is not, do not let the player kick the ball.

· New commands need to be implemented to accommodate times when they can’t kick the ball.

· Methods like ‘dash upfield’ or ‘move to strategic position’ would be good. Only 1 or 2 are needed.

· If the action is unable to be performed (ie because the player does not have the ball), the player does nothing.

· Added new commands.

· Fixed some bugs. Ran into others.

· Reasons for players dropping has been found. It was caused by a slow net connection between the server and client, they were basically getting sliced-up packets and couldn’t process the info, so their parser crashed.

11/18
· New commands that were added were fixed some.

· I minimized the array even more (5 dimensions now, total 324 bytes!) in order to verify that learning/changing weights was actually taking place. It seems to be so far.

· Logs created to help in debugging learning. Inputs, weights, output, and feedback are logged.

· Not sure, but agents seem unable to pass the ball. This could be a problem in how the passing function is called. This must be fixed!

11/19

· Verified that the ‘pass’ command does work.

· Changed parameters (again) to x,y coordinated of player on field. Hopefully this will provide more direct reactions.

· Changed where agent passes to, from (always passing to agent closest to goal) to (passing to an agent in one of the agent’s “passing triangles”)

· Added 1 to the minimum weight, so it will still show up sometime (.5%)

· Triangles:

· 4-5-8, 4-6-3, 3-7-2, 8-4-6, 6-3-7, 9-8-6, 9-6-7, 11-8-9, 9-7-10

· Never pass to the goalie, it’s a penalty!

· Got server and team binaries running under BSD, so moved actual running of the server and clients to my dual-boot desktop. Much faster = faster debug and development = faster results! (
· Implemented “triangles”, they are passing and moving the ball around the field! Need to change so only the forwards pass backwards.
· There is still one time when learning reinforcement becomes “skewed”, that is, when a player is waiting to kick the ball for a penalty and the server won’t let them yet, so they kick/pass/dribble the ball to themselves and reinforce that learning for those parameters.
· Fixed passing, they can now move the ball around the field fairly well.
· Need to fix the goalie. He basically gives the opposing team the ball back after he catches it, which only increases the chance they will score.
· Fixed some of goalie’s problems.
· Added more variables to the log.
· Found out why weights weren’t being saved! I wasn’t adding the action to the queue of judgement! This gives value to the appearance of randomness as intelligence ( I perceived the agent’s random actions, that would be bad one time and good the next, as them learning.

· Game 1: 1-7

· Game 2: 0-8

· Then, I let them run indefinitely so they could learn longer than a single game (I found the .conf file that allowed me to do that)

· Score was 41:127. The goalie still let too many through when I watched them play.

11/20
· They are passing the ball, but not shooting on the goal nearly as much. This could be because of the reinforcement that if the goalie catches the ball, then feedback = -1. So they don’t shoot the ball, they would rather pass it (which they have a greater chance of achieving) than kicking the ball.

· What possibly should be done is monitoring the ball’s position before and after an action is performed, and consider net forward progress as + and reverse progress as -.

· May instead need to add extra parameters to the array, to accommodate things like “goalie blocking path to goal”

· Have for each command (minus dribbling) “opponent blocking route to x” where x is each command (ie kicking ball to goal, passing to teammate, etc)

· Have similar logic for goalie so he stops passing the ball to the opposing team!

· I have been tweaking the commands and learning parameters after each run of my team vs the skeletons. They are getting better, but still need some work.

· For example, I changed the actions from “pass, kick, and dribble” to “pass 1, pass 2, pass 3 (or kick 1), pass 4 (or kick 2), kick 1 or 2, and dribble”. This helped the agents reinforce for specific actions, not just “pass”.

· Observation: The agents don’t always pass to the actual position of another agent, but seem to pass to “old positions”. This sometimes gives the opposing team the ball.

· May have to implement the “predict agent position after x cycles”, or could leave as-is and let the agent learn that it is unreliable to pass to that agent at that place on the map.

· Homework: add parameters, fix goalie. Learn vs skeleton team and others!

· Shell script to run vs random teams for 10 minutes each?

11/21
· idea for “% chance ball will be intercepted if action is done”

· 1) find vector for teammate to pass ball to

· 2) iterate through all 11 opponents:

·    a) find vector for opponent

·    b) compare opponent’s angle to teammate’s angle. Less difference = greater chance of interception

·    c) compare opponent’s distance to teammate’s distance. Closer opponent is to teammate = better chance of interception

·    d) calculate % chance of predicted interception for that opponent.

· Began use of neural network in app instead of a static array. Used libneural (http://ieee.uow.edu.au/~daniel/software/libneural/) (may modify to include more hidden layers, it is hard-coded to only have 1)

· Had some difficulty getting app to compile, but eventually got it working.

· Each agent has its own NN to allow specialization for each domain (each player’s different actions and position), instead of sharing one generic mindset for all players.

11/22
· The neural network operates on outputs that should be 0 or 1 (in actuality, more like 0.05 and 0.95). this means that the way outputs are currently done (one output, action based on .1 [0], .3 [1], .5 [2], .7 [3], .9 [4]) will not work correctly. New way: 5 outputs, 0-4, only one can be 1, rest must be 0. That one output will be the action chosen (note: NOT binary! Because that would add an unnecessary level of complexity). If the NN fails to select a single output, one will be chosen at random.

11/23
· I am unsure the extent to which the added variables match what I want them to be the values of (I have to log them and run some tests). However, I do know that the new NN is working much better, and that the team has never done better!

· I let it run all night long vs MRB. Woke up, checked it, score was MC_Proto1 110, MRB 4!!

· Going to add a counter that will save NN snapshots every 200 times the NN is trained, to allow for graphing/whatnot and see how long to train the NN’s so they are not overtrained.

11/24
· Tried to get other clients working to test vs my team. Most were unsuccessful, crashing or whatnot.  Played vs the skeleton team and lost, first time 26-79, second time 46-49. Still have not been able to overcome their brute force approach.

11/25
· Got server version 7 to try to use some 2001 clients.

· Had many hours of problems getting it to work on BSD. In addition, many clients won’t run properly.

· My team was able to beat ATTUnited 513-0 (on server v.8, with ATTUnited made for v.7), so I think something isn’t working correctly. ATTUnited is the offspring of the CMUnited team I read about in the book (MIT)

12/3
· Unsuccessful getting server 7 to compile on BSD

· Went back to try the remaining 2002 teams that I got errors on.

· I was able to compile the robolog team, but they crashed at kickoff.

· Finally got Helli-Respina (http://www.schoolnet.ir/~helli/robocup/) to work, had to use: “Brandelf –t Linux (filename)” for it to work.

· I am letting my team train vs Helli-Respina overnight to see how they do.

· Ps – The Helli-Respina team does a neat formation thing before the game starts, at halftime, and when they score a point (
· Now that I know how to get this team to run, I should be able to get YowAI (http://ne.cs.uec.ac.jp/~koji/) to run as well.

· I cannot run Tsinghua as it requires win2k to run, and I must be in BSD boot mode to run anything else.

· I still have to win vs the skeleton team

· Before, I didn’t think it would be possible for a shell script to train the team to work, because I thought the server had to be started manually. No more! I found parameters stating the number of cycles to wait after all players connect, after halftime, and after the end of the game to exit. So, if I set this to a low # (ie 10 cycles), the script should work well.

· I’m going to test overnight vs YowAI first, then write the script to train 10 minutes each vs each team.

12/4
· Won vs Helli-Respina 45-24, but most of their team core dumped at some point for unknown reasons.

12/5

· Homework:

· Deadline for paper/presentation: Dec.19

· Know whether and if so what time to present by tomorrow

· Send Dr.Chase code, add documentation’

· Investigate profiling code, see where app spends most time (ie 10 minutes), what’s the bottleneck in the code.

· Run training (shell script), the do tournament to see how well they do.

12/8
· Worked on shell script

12/9
· Finally got a working (bash) shell script written to train my team. After each game, snapshots of their NN’s are saved, as well as logs of each game for replay later.

· If the initial run works, I’ll run the training shell overnight (40 games) to see how well they do.

12/10
· Script seemed to work ok, but didn’t save game logs due to a misconfiguration of the sserver conf file. So I’m running it again, this time 100 times. I will run the tournament tonight.

· Found error with script starting the next round of training before previous round ended. Tried to fix by bringing the rcsserver job to the foreground, but would get error bash:fg:jobs not supported (or similar). Changed sleep time to 700 instead of 630 in order to give server more time to exit. Ran for another (hopefully) 100 trials. Will do tournament tomorrow afternoon.

12/11
· Trained total ~ 75 times.

· Tournament:

· 1) MC_Proto vs Rolling Brains: 1-0

· 2) MC_Proto vs YowAI: 0-1 (YowAI was constantly offsides!)

· Made “emergency changes” to the goalie, stopped it from moving to the top or bottom of goal box before passing, because of the many points scored on an open goal when the intended receiver would miss, and the opponent behind them would get the ball.

· 3) MC_Proto vs Helli-Respina: 0-2

· 4) MC_Proto vs UvA Trilearn: 0-6

· 5) MC_Proto vs skeleton team: 1-1

· For a record of 1 win, 1 tie, and 3 losses. Total score: 2-10.

· What went wrong in the tournament?

· 1) These are teams made by a group of people sometimes over the course of an entire year. I was just one person learning how to play based off of a manual and example games.

· 2) The training was different from running an overnight game. The NN did not get to specialize vs a specific team’s strategies, but rather had to generalize to encompass all the teams it played. There were many glitches in the shell script that hindered the learning process.

· 3) The NN had some extraneous values in it. The position X,Y the agent was on the field wasn’t as useful as I had first thought.

· 4) Extraneous code being executed. I had left in some code from when there were 6 actions to be selected from, even though there were now only 4. This could have messed up calculations and the NN. Also some of the perceptions (NN input) functions were possibly giving bad data. I fixed this (I hope).

· 5) There were numerous times when the agents were in a position to score, yet passed the ball instead.

· Went back through Player.C code, made some changes to NN functions and etc. want to try again using changes.

· I set the training shell script for 200 games, and included UvA Trilearn this time as well (they weren’t included in the training before).

· Compile with –P or –PG and use prof or gprof, respectively, to profile.

· Homework: Paper!

· Submit code, sample run (data files, before and after NN’s)

· Online folders of code, docs, pages, links to sites, journal, ppt

· Paper could be “roadmap” to show where things are online: my project is this, you can find info about it here. A report on what I’ve done.

· 12/13
· I continue to watch my team in training, drawing some more conclusions as to why they lose.

· 1) Defense. I never modified the defensive code, and my NN concentrated on learning offense. Observing how most points are scores on my team, I can see that the defense is largely ineffective. There are defense players that are no where near either the ball or an opponent, automatically giving the other team an advantage. If I were to change things, I would implement something similar to the goalie’s calculations. The goalie calculates a line from the goal to the ball, and places himself on a point on that line. Basically, every player would have a “man” to cover. Whenever the other team has the ball, each player would calculate a line from the ball to the man they are to cover. Then they place themselves on a point on that line to intercept the ball. The player who is supposed to cover the guy who has the ball will run after them and try to steal the ball off of them. This would greatly reduce the number of goals scored, by my estimates.

· 2) Losing 0-1 or 0-2 is not that bad, compared to some teams that competed in 2002. Here are the records of games played vs the opponents I have (information from http://www.schoolnet.ir/~helli/robocup/Results.html):

· Rolling Brains: 0-8, 2-1, 14-0, 32-0, 0-6, 0-2, 0-3, 0-0, 1-1. Total 49-21

· Helli-Respina: 0-1, 4-0, 14-0, 6-0, 19-0, 0-3, 0-1, 7-0, 3-1, 4-0. Total 53-6 

· YowAI: 0-1, 3-0, 4-0, 8-0, 0-1, 0-6, 1-0, 2-0, 9-0. Total 27-8 

· UvA Trilearn: 9-0, 18-0, 24-0, 27-0, 0-1, 6-0, 2-0, 21-0, 29-0. Total 136-1 

· Comparatively speaking, my team did very well for a first-time entry. The most my team lost was 0-6 by a team that they had not previously played, and who had only lost 1 point in the first two rounds of the 2002 tournament.

· New tournament:

· Vs Rolling Brains: 1-0

· Vs Helli-Respina: 1-1

· Vs YowAI: 0-2

· Vs skeleton team: 2-0

· Vs UvA Trilearn: 0-3

· Total score: 4-6, much improved over the previous attempt, and a respectable finish!

