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My independent study project was to create a successful RoboCup soccer simulation league team.  The Robot World Cup Initiative, or RoboCup, (http://www.robocup.org) is an organization who attempts to advance the studies of artificial intelligence, AI, through the use of soccer tournaments.  Their goal is “By the year 2050, develop a team of fully autonomous humanoid robots that can win against the human world soccer champion team.”  Whether or not this is too outlandish an idea is not the point, but rather how they use soccer tournaments to promote new AI techniques of distributed intelligence in a multiagent environment.

The RoboCup organization sponsors several divisions in their soccer tournaments. These range from humanoid robots to Sony Aibo dogs, from small-sized box shaped robots to pure software simulations.  Because I wanted to study AI, and not the mechanics of making robots, I chose to conduct my study in the simulation division.  This allowed me to play against teams from around the world via download of their binaries instead of needing their physical robots present.

The simulation league is supported through the use of a standardized soccer server, and a centralized website (http://sserver.sourceforge.net) where various helpful programs can be downloaded.  Running a simulation game consists of four parts: a soccer server, two teams of players, and a monitor.  Each of these is platform-independent from each other because it is not required that they all run on the same machine.  The programs communicate with each other through the use of TCP packets.  The server is free to download from the main website.  Soccer monitors, used by human observers to watch a game in progress, are also free for download, either on the main site or by any of a number of third-party contributors.  In addition, many previous RoboCup competitors volunteered to release either their source code or their binaries for public download from their team websites (catalogued at http://medialab.di.unipi.it/Project/Robocup/pub).  This made finding teams to compete against very easy, and allowed me to test my team versus actual contenders any time I wanted.

A RoboCup simulation game is a little different that a live soccer game.  First, the game lasts 10 minutes instead of an hour.  At halftime, both teams get a chance to make limited changes to their players.  Instead of asynchronous live play, time is divided into cycles.  At the beginning of each cycle, the server sends every player updated information about its self, for example where that player is on the field. Each player has until the start of the next cycle to send a command to the server of their desired action.  If they fail to meet this time requirement, they will do nothing for the next cycle.  If they send multiple commands, the server chooses one at random. Even though they are simulated robots, each player has stamina that must be taken into consideration.  When this stamina is too low, they cannot run.  They must stay still for stamina to regenerate.

Although from the monitor humans have an omniscient overhead view of the field, the information that each player’s program gets is limited.  The players can only see what their eyes show them.  The players can adjust their field of vision, as well as the quality of information they receive, with the disadvantage that the information takes longer to get to them.  The programs are not allowed to talk directly to each other. Instead, all 22 players (both teams) must use a single, unreliable medium of communication via the ‘say’ command.  Anyone in range of the person speaking can hear what they are saying, so teams must protect the information they send.  To make matters worse, only one player can talk at a given time.  If multiple players try to talk, the server chooses one at random. (see Manual.pdf for more info)

I started my work by researching multi-agent systems in artificial intelligence.  To this end I purchased the following books on Amazon.com:

· “Layered Learning in Multiagent Systems: A winning approach to Robotic Soccer” by MIT Press (http://www.amazon.com/exec/obidos/tg/detail/-/0262194384/qid=1040252792/sr=8-1/ref=sr_8_1/104-9599573-7437504?v=glance&s=books&n=507846)

· “Multi-Agent Systems: A Modern Approach to Distributed Artificial Intelligence” by Jacques Ferber (http://www.amazon.com/exec/obidos/tg/detail/-/0262731312//104-9599573-7437504?v=glance)

· “Strategic Negotiation in Multiagent Environments” by Sarit Kraus (http://www.amazon.com/exec/obidos/tg/detail/-/0262112647//104-9599573-7437504?v=glance)

· “Multiagent Systems” by Gerhard Weiss (http://www.amazon.com/exec/obidos/tg/detail/-/0201360489//104-9599573-7437504?v=glance)

· “Reasoning about Rational Agents” by Michael Woolridge (http://www.amazon.com/exec/obidos/tg/detail/-/0262232138//104-9599573-7437504?v=glance)

I also browsed previous competitors’ websites to find out more information, and to see some sample games being played (http://i11www.ira.uka.de/~soccer/home.php).


After watching some games and reading about the subject, I discovered that writing my own team would be much harder than I had previously anticipated.  I set out to find some libraries or barebones code that I could use as a basis for my team.  I came across ATAN (http://vsoc.sourceforge.net/atan), a Java library for interfacing between the soccer server and your code.  It took out some of the necessary difficulties like communication with the server, and let the developer work more on the AI aspect.  This was a good start, but there would still be much left for me to do that I wasn’t sure how to do yet.  It was beginning to overwhelm me.  Then I found the website of the UvA Trilearn team (http://carol.wins.uva.nl/~jellekok/robocup).  They provided a stripped-down version of the source code they used in 2001, with updates to be compatible with the newest (2002) soccer server.  After downloading their code and going through it, I found it very easy to follow, use, and ultimately as a base on which to write my own AI code.  Along with downloading the Trilearn source code, I downloaded their 2002 binary, as well as 4 other teams, to use for testing, training, and mock tournaments. The teams used were Helli-Respina (http://www.schoolnet.ir/~helli/robocup), Mainz Rolling Brains (http://www.rollingbrains.de), YowAI (http://ne.cs.uec.ac.jp/~koji), and the UvA Trilearn “skeleton” binary and actual (2002) binary.

My first approach to the task of making a successful RoboCup team was to use a hard-coded, brute force technique, with some randomness thrown in.  The skeleton team I was given had a very simple approach to the game: If you are the closest player to the ball, run to it and take control, then immediately kick it towards the goal in an attempt to score.  This approach, while crude, was simple, fast, and seemed to work in preliminary tests.  When first exploring the code and the myriad of functions, methods, and objects I was presented, I built on the existing foundations and added simple actions like dribbling and passing.  My team did not have to rely on unreliable forms of communication to know what to do in a given situation.  Because of how they were written, they could count on each of their teammates doing a specific action for a given world environment.  This is of great advantage in a multi-agent environment, where agents are able to act without waiting for information from others.  This was a modified version of what were called “locker room agreements” by the CMUnited team (MIT).

It became apparent that, although adding actions had increased the options of the players, it decreased their brute force technique, which seemed to not work nearly as well anymore. Using the brute force technique allowed me to find out syntax of various function calls and objects, which was definitely helpful.  However, I would have to switch to something more intelligent if I was to create a good team.


I next tried one step above the brute force method, and implemented an array of weights.  Each dimension of the array represented a different value I thought was important to figuring out what action a player should do, such as how close the closest enemy was to the player, where they were on the field, etc.  The values to these parameters were used as the indices of the array, with the final dimension being the action.  The value in the array was the weight put on each action for the given parameters, the higher the weight the more desirable it was to perform that action for the given parameters.  

There were some major disadvantages to this approach.  First, the amount of memory occupied by this array per player was in the megabytes, making it memory intensive.  In the end I was able to get the array down to 324 bytes, but it was over-simplified at that point and not very effective. Second, with the amount of parameters present it would take a very long time to get any learning done, because of how easily parameters could change.  This was a step in the right direction, however, as I was able to learn more about how the program worked, and test out some theories on learning.

My final approach was implementing a neural network (NN).  NNs are useful for a wide variety of pattern recognition and classification problems, which seemed suited well to recognizing the patterns for executing actions in soccer.  Many other teams used their own NN implementations, with varying levels of complexity.  I used an existing NN library, free for download (http://ieee.uow.edu.au/~daniel/software/libneural).  This NN used only 1 hidden layer, but was able to create as many nodes per layer as specified, and provided an easy interface for training and testing a NN. Because I had designed the AI part of the code modularly, I was able to basically pull out the array code and implement the NN with ease.  The problem with using NNs is that it can be difficult to determine the correct NN setup for a given problem.  How long to train, and not over train, the network is also a problem.

After many hours of tweaking, testing, and coding, I had finally created a team that could win games.  In order to test the learning ability of the NN approach, I ran overnight nonstop games (~8 hours) against each of my test teams.  Almost all of these games resulted in wins in terms of total points.  After some more tweaks and training, I was ready to try my first mock tournament.

My first tournament was somewhat of a disappointment to me.  I had expected my team to win more than it did.  The resulting record was 1 win (MRB), 1 tie (Skeleton), and 3 losses (YowAI, Helli-Respina, and UvA Trilearn), with a point total of 2-10.  I tried to figure out what went wrong, and came up with the following reasons:

· 1) These are teams made by a group of people sometimes over the course of an entire year. I was just one person learning how to play based off of a manual and example games.

· 2) The training was different from running an overnight game. The NN did not get to specialize versus a specific team’s strategies, but rather had to generalize to encompass all the teams it played. There were many glitches in the shell script that hindered the learning process.

· 3) The NN had some extraneous values in it. The position X,Y the agent was on the field wasn’t as useful as I had first thought.

· 4) Extraneous code being executed. I had left in some code from when there were 6 actions to be selected from, even though there were now only 4. This could have messed up calculations and the NN. Also some of the perceptions (NN input) functions were possibly giving bad data. I fixed this (I hope).

· 5) There were numerous times when the agents were in a position to score, yet passed the ball instead.

With a renewed dedication, I set out to make my team better than they had ever been, and prove that they were better than the failure that happened in the first tournament.  I made improvements and optimizations on the code, and trained them for longer than I ever had (for NN snapshots after each training session, see /dip_team/nnsnapshots).  After a few days, I was ready for my second and final tournament (for source code, see /dip_team/Player.C).  The results were much better, even though my team did not take first place.  The result was 2 wins (MRB and Skeleton), 1 tie (Helli-Respina), and 2 losses (UvA Trilearn and YowAI), with a point total of 4-6.  Even with two losses, the teams that scored had to fight hard for every point they got (see /tournament/*.rcg for 3 of the 5 games played).

Unfortunately, I had run out of time to improve upon my team, and hopes of claiming first place in a tournament were gone.  I did, however, learn many concepts and techniques in the field of AI, and more specifically how to implement intelligence in a multi-agent environment.  I had went from knowing hardly anything about RoboCup when I began the independent study to having a team capable of competing in and winning games in a simulation league tournament.  (A journal detailing my work on this independent study can be found in “Journal Log for RoboCup Independent Study.doc” in the same folder as this document).

